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Abstract. This paper describes the implementation of a digital hardware archi-
tecture for correcting the effect produced by group delay distortion on multiway 
loudspeakers. The correction is performed by a digital filter implemented in the 
form of an FFT convolution. The application imposes real-time execution on an 
embedded low-cost platform using a high-resolution audio format (stereo coded 
on 24 bits @ 96 kHz). The result is a pipelined streaming architecture com-
posed of FFT-complex multiplication-iFFT performed on 32’768 samples using 
a floating-point representation. The filter computation is performed in 72 ms 
and the overall maximal audio latency is 169 ms running on a Cyclone V 
FPGA. 

1   Introduction 

High-resolution audio (HRA) refers to digital audio formats with higher quality 
than CD standards (16 bits sampled at 44’100 Hz). There is not a standard format for 
this high quality representation, but usually we deal with sample frequencies of 96 
kHz or 192 kHz and a 24-bit resolution. For several years HRA has been mostly re-
served for very high-end audio systems for privileged audiophiles, but recently it is 
becoming present in more affordable manners like HRA download sites and portable 
HRA players. 

 
An excellent audio quality is not only determined by a high sampling frequency, an-
other important factor to take into account is the different distortions that signal can 
suffer from the digital to analog conversion to the ear. One of these is the so-called 
group delay distortion [1]. When a signal is propagated through an amplifier, a cable 
or through the air, it suffers a delay which is imposed by the physical medium. This 
delay depends on the frequency of the signal, generating a phase misalignment on the 
audio signal finally perceived. This phenomenon is of particular interest in multiway 
loudspeakers. For a more detailed analysis on the sources and effects of group delay 
distortion please refer to [2]. 

 
The effect of group delay can be corrected by applying a filter in order to perform a 

phase correction for compensating the different phase delays. A filter implementation 



can be done in time or frequency domain [3], [4]. Typical time domain filters are in 
the form of FIR and IIR filters, which compute for every output sample a sum of 
weighted input samples. The computation of FIR and IIR filters is very efficient for 
low order filters, but for higher order filters they result very inefficient. Frequency 
domain filters are computed in the form of a Fourier transform performed on a set of 
samples, followed by a multiplication in the frequency domain, and a final inverse 
Fourier transform generating a set of output samples. This FFT convolution approach 
is much more efficient that FIR and IIR filters for higher order filters. This is thus the 
approach that we will consider in this paper.  

 
Our goal at the beginning of this project was thus to implement a phase correction 

for at least 32’768 samples to be performed on an audio stream coded with a sample 
frequency of 96 kHz on 24 bits. The maximum allowed audio latency is imposed by 
the HDMI standard, which accepts a maximum of 251 ms [5]. The fulfilling of these 
requirements implies the real-time execution of an FFT, a vectored complex multipli-
cation and iFFT on 32’768 audio samples on a stereo format.  

 
FPGAs arise as a promising solution for large FFT convolution. We can see it in 

several works and application such as the implementation of low resource consuming 
FFT by diving the processing block by two [6]. Our work uses the same concept but 
requires higher processing resolution while having the same resource quantity; this 
leads to a slower - because less parallelized - implementation. Another work is the 
application of FFT convolution and overlap-add filtering on FPGA with 256 points 
FFT [7]; our project target is 32’768 points for audio quality requirements. We decid-
ed to focus on an FPGA implementation of the algorithm because of its high architec-
tural flexibility that will permit to use pipelining and parallelization at different levels 
of our computing architecture. We have used Cyclone V devices from Altera [8], 
which are intended to be focused on low-cost and low-power systems. In other words, 
they are are well suited for embedded systems.  

 
In this paper we present thus a hardware architecture of a group delay distortion fil-

ter able to satisfy the constraints described before. The result is a compact and modu-
lar architecture that can be easily parameterized and evolved. The section 2 of this 
paper introduces different problems related to streaming audio processing as well as 
the digital signal processing techniques that have been applied in our project in order 
to solve them. Section 3 presents the details of the hardware architecture which is 
based on a SoPC approach and makes use of Avalon memory-mapped and streaming 
interfaces in order to obtain an optimal dataflow execution. Section 4 presents some 
results about performance, system latency, and FPGA resource utilization. Finally, 
section 5 concludes and gives some hints for further improvements. 

2   Audio Signal Processing 

As introduced in the previous section, the implementation of a group delay correc-
tor for dealing with high quality audio requires a large filter. After a deep analysis of 



the required filter resolution we have found that our filter must take into account the 
last 32’768 samples. This is the minimal FFT input size required to obtain the desired 
filtering precision in the low frequencies. An analysis of the computational complexi-
ty of a FIR or IIR filter against an FFT convolution filter results in a clearly more 
efficient solution when filtering on the frequency domain given the size of the input 
vector [4]. Filtering on the frequency domain can be done by multiplying a frequency 
representation of the input signal with the vector of complex parameters characteriz-
ing the filter [4]. A fast Fourier transform (FFT) can be thus used for the initial trans-
formation to the frequency domain, to be followed by a vectored complex multiplica-
tion, and finally transformed back to time domain with an inverse FFT (iFFT). 

 
The FFT convolution filtering quality depends on multiple factors:  
 

1. The FFT size (number of consecutive samples transformed) defines the filter 
resolution. Resolution is particularly important in the low audio frequencies 
where the human ear precision is higher due to its logarithmic response. 
When the length of the sample buffer is too short, low frequencies are only 
partially represented in frequency domain. Group delay filtering is mainly 
needed in low frequencies where distortion is more present. This is the rea-
son why the need of 32k sample, or larger, FFT size is justified.  

2. The processing resolution needs to be as high as possible in order to reduce 
rounding errors during computation and keep sampling integrity. In this 
work, the 24-bit fixed point input audio samples are casted to a 32 bit float-
ing point representation before starting the signal processing. Afterwards, the 
same representation is used during the FFT computation, the complex multi-
plication, and the iFFT. Finally, it is casted back to a 24 bits integer repre-
sentation for audio reproduction. The floating point representation uses 23 
bits for coding mantissa, 1 bit for sign and 8 bits for the exponent (IEEE 
754).  

3. Truncation and overlapping: The application of an FFT to a section of a 
data-stream like an audio-stream is similar to applying a rectangular win-
dowing to the audio signal. This window induces a truncation effect, which 
generates distortions that are amplified by the filter. When the signal is trans-
formed back in time domain these distortions appear at the edges of the re-
sulting buffer. This distortion can be reduced by applying superposition to 
each consecutive iFFT output buffer with smooth transition. This implies 
overlapping with the previously processed samples and the use of a Hanning 
window function for the overlapping process. This window preserves con-
stant output amplitude with a 50% overlapping. 

 
It is possible to configure an FFT IP core in an FPGA in order to directly deal with 

an input vector of size 32’768. However, the amount of logic resources required for 
doing so is beyond the amount of available resources in our FPGA. We have thus 



decomposed the FFT algorithm execution in order to allow it to fit in our Cyclone V 
FPGA. This results in a very important optimization in terms of the required resource 
utilization with a very low reduction on the execution performance.  For doing so we 
used a single 16 K FFT for implementing a 32 K FFT. This reduction can be achieved 
by processing separately the even and odd points with a N/2 point core and use a last 
butterfly stage algebra to recombine them [4].  

 
A radix 4 FFT core is used to accomplish the two 16’384 points FFTs which gen-

erate outputs the samples in digit-reverse order. The samples are naturally reordered 
when passed through inverse FFT. To save computation time, the filter’s transfer 
function is digit-reverse ordered and can be applied directly.  

3   Architecture and Implementation 

The system architecture is organized as a SoPC (System on Programmable Chip) 
based on a Nios II soft-processor and an Avalon bus. The main reason for using a 
SoPC organization is to permit to easily parameterize and configure the system, and 
to permit the addition of new interfaces in order to further provide new functionali-
ties. The Nios II soft-processor is not used for computation purposes, it is only used 
for initializing configuration registers and to control the audio data stream through 
multiple hardware computation accelerators.  

3.1 Overall Architecture 

The overall system architecture, which is illustrated in figure 1, is composed of a 
CPU and a set of internal peripherals. These peripherals are controlled and configured 
through the Avalon bus with memory-mapped interfaces. The NIOS II CPU initiates 
every data processing task by passing descriptors to DMAs or streaming DMAs. It 
allows full control of the signal flow and filtering parameters with C programming. 
This architecture requires data transfers from the SDRAM external memory to the 
hardware accelerators and back to the memory for each filtering stage.  

 

 
Figure 1. Overall system architecture 



An alternative architectural organization would be to implement a fully streamed 
dataflow pipe. Such approach should present a better performance than our architec-
ture. However, one of our constraints is to keep a low hardware footprint while main-
taining the imposed processing delay, we choose this method against a fully streaming 
architecture because it avoids redundancy of resource consuming blocks such as 
streaming DMA and floating point units. Moreover, the required memory space is 
also reduced by using the same buffering space for temporary data. 

 
The SoPC contains a single hardware accelerator to process the FFT and iFFT and 

an accelerator for DSP computation (ACDSP) to compute filtering stages. The main 
FPGA resource consumer being the floating point streaming FFT core, the complete 
N points transform is processed with two passes through a single N/2 point core. This 
requires an additional butterfly stage which is performed with the ACDSP. The same 
principle is applied to the iFFT computation by using the same hardware block. The 
filtering stage is a complex space multiplication between the N frequency domain 
points and the N points of the discrete filter transfer function. It is also done using the 
ACDSP. The whole process is realized in 32 bit floating point resolution. 

3.2 Dataflow 

A simplified view of the signal dataflow is illustrated in figure 2.  
 

 
Figure 2. Dataflow of the audio stream process 

The first stage receives as input a stereo audio signal through an I2S serial inter-
face; it is de-serialized and stocked in a FIFO internal to the I2S interface. Samples 
stored in the FIFO are transferred to an external SDRAM until a complete buffer of 
size N/2 is filled. We are now ready to start the signal processing. 

 
In the second stage, samples for two consecutive buffers (even and odd samples 

buffer) are passed separately, one after the other, as a stream through the N/2 points 
FFT core.  

 
Data is buffered in the external SDRAM after each processing block. This is main-

ly because it needs to be stored temporarily when the next processing stage requires 
other data that are not yet processed. This is the counterpart of using the same re-
sources for different processing. 

 
The third phase first recombines the two resulting vectors in a final butterfly stage 

with the ACDSP block in order to generate the complete frequency spectrum for N 
points. Afterwards, it computes the phase correction filtering, which is also executed 
by the ACDSP block. It is performed in the form of a streamed multiplication of two 



vectors of complex numbers: the frequency domain signal and the parameters of the 
filter.  

 
In the fourth phase we split again the vector. This time it is the resulting spectrum 

of the filtering phase. It is split with an inverse butterfly stage and the samples are 
passed in two times through the FFT core (set in inverse mode). 

 
The fifth stage uses again the ACDSP block for windowing and overlapping the 

two resulting time vectors. To reduce the throughput delay and improve the output 
signal quality, a 50% overlapping with Hanning windowing is applied at the end of 
signal flow. This means the whole filter flow is applied every N/2 samples instead of 
N. 

 
The last stage renders again an output audio signal in the form of an I2S streaming. 

For doing so we perform the opposite operation described in stage 1 by filing an out-
put FIFO to be further serialized to I2S. 

3.3 Data Management 

Audio data is initially stored in the SDRAM by a DMA, which continuously reads 
I2S input FIFO. The left and right signals are interleaved in the same buffer. 

 
For each processing stage, a complete input buffer is read in the SDRAM, passed 

in Avalon streaming format through the accelerator (FFT/ACDSP) and written in an 
output buffer. The modular Scatter-Gather DMA IP (mSGDMA) IP, illustrated in 
figure 3 makes this flow easy by allowing to synchronize a memory to stream master 
and a stream to memory master with a dispatcher. For our application, the input data 
bus width is set to 128 bits (read master) to allow the simultaneous streaming of two 
32 bits floating point complex signals. The output data bus width (write master) is set 
to 64 bits to contain the single resulting complex signal. 

 

 
Figure 3. Modular SGDMA architecture; the mSGDMA components are colored in red 

Depending on the stage type, output data can be interleaved with another signal by 
writing with address increments greater than one on the same buffer. The resulting 



interleaved buffers are used when two signals must be part of the same stream in the 
next process. This is used for all ACDSP processing. For example, interleaving fre-
quency spectrum points with filter function points before they are streamed to 
ACDSP set in multiplication mode.  

 
Thanks to this data management, every processing stage can be seen as a memory-

to-memory transfer. By choosing the input and output buffer, the read and write ad-
dress increases and the ACDSP or FFT mode, the user can control the complete data-
flow from the Nios II processor as standard DMA transfers. 

3.4 FFT IP Core 

The main interest of using FPGAs to perform FFT processing is the possibility to 
parallelize the algorithm; therefore FPGA-based FFT accelerators can be very effi-
cient. Altera proposes the FFT Megacore IP [9], which we configured for our design 
needs. We decided to use a 16’384 points FFT (used twice) instead of a single 32’768 
points in order to spare resources. 

 
The IP core proposes various settings and architectures. We used the variable 

streaming mode because it allows 32-bit floating point processing while providing an 
excellent throughput thanks to a radix-4 FFT architecture. The floating point resolu-
tion is required for signals with high dynamic range like intermediate values of FFT 
computation. The output is set digit-reversed order to avoid additional ordering logic. 
It is the samples ordering that is generated by the vector manipulation during the FFT 
computation. Since we perform a second pass in the core for the iFFT stage, the vec-
tor recovers its natural order with no other time consuming intervention. 

 
We created a wrapper to interface the streaming IP with the design. Its architecture 

is shown on figure 4. The direction of the FFT (inverse or normal) is set with a con-
trol register, which is accessed through an Avalon memory-mapped interface by the 
Nios II processor. As the FFT is the first processing stage, the cast from 24-bit fixed 
point to 32 bit floating point is made inline (only in normal FFT direction). 

 

 
 
Figure 4. FFT wrapper architecture 



3.5 Accelerator for DSP Computation (ACDSP) 

The ACDSP can be seen as an ALU for streamed data vectors. It is capable of four 
different operations on two floating point complex signals in streaming that can be 
seen as a simple memory transfer. Those operations are complex multiplication, com-
plex addition/subtraction, copy and “addition + division + cast” in a single transfer. 
Its structure is shown in figure 5. In total, the audio stream goes through the ACDSP 
22 times during filtering to process a complete stereo buffer.  

 
 

 

 
            

 
Figure 5. On the left, ACDSP peripheral structure; On the right, the ACDSP floating point 
complex multiplication structure, respecting complex multiplication equation (a + ib) (a’ + ib’) 
= (aa’ - bb’) + i(ab’+ ba’) 

The user sets the ACDSP mode by writing to a memory-mapped register. Depend-
ing on the mode, the streaming control signals are automatically delayed by the right 
number of clock cycles. The mode is changed before the data buffer is passed in 
streaming through the ACDSP. To operate on two complex signals, the input data bus 
is 128 bit wide and its output is 64 bit wide. 

 
The basic operations are implemented using Altera floating point IP cores (multi-

plier, adder and cast). As an example, the complex multiplication block is illustrated 
in figure 5. The multiplication of two complex floating point samples takes 12 clock 
cycles at 100 MHz and is fully pipelined. 

4   Results and Analysis 

The system has been implemented and tested on a SoCKit development board 
equipped with a Cyclone V SX A6 FPGA. The ARM cortex-A9 HPS (hard processor 
system) is not used and even required because the processor is not intended to per-
form intensive computation, a Nios II processor is enough for executing the required 



functionalities, such as interrupt handling and memory-mapped peripherals access. 
This allows targeting FPGAs without HPS, which offer a better cost vs. resources 
ratio. The complete test setup depicted in figure 7 includes an I2S to S/PDIF I/O 
daughterboard for audio measurements and testing. The architecture supports a 
32’768 points FFT resolution with 96 kHz 24-bit digital audio and induces a 169 ms 
pure delay. 

 

 

 

Figure 6. Test setup: On the left, SoCKit development platform coupled with the I2S to S/PDIF 
board; On the right, targeted Goldmund Apologue multiway loudspeaker system. 

4.1 Performance Analysis 

Every processing step duration is measured as shown in table 1 in order to estimate 
the maximum resolution reachable with a 16’384 points core, for example when FFT 
is fractionated by 2, 3 or 4.The profiling realized using the Performance counter IP-
core shows that for one stereo buffer and a resolution of 32’768 points, the computa-
tion time is 71 ms. The maximum allowed computation latency for a real-time execu-
tion of the application is 169 ms. This time is given by the audio input buffering time 
at a 96 kHz sampling rate and the resolution aimed, considering a 50% overlapping. 
The calculation time margin (of 98 ms) allows further optimization to reduce design 
footprint and latency. The estimations show that, for instance, by fractioning by 3 
(instead of 2 as the actual profile) we could obtain 120 ms calculation time and 
49’152 points; by fractioning by 4, 224 ms for 65’536 points. 
Table 1. Detailed stereo processing chain profiling for 32’768 points FFT convolution using a 
16’384 points IP core 

process  iterations duration (ms) Total duration (ms) 
FFT/iFFT 8 1.7 13.6 
ACDSP 22 2.1 46.2 
Copy 6 2 12 
Overhead  0.09 0.09 
Total 71.8  
Available time (input buffering time) 169 



4.2 Signal Quality and Filtering Efficiency 

In order to validate the filter efficiency, a Phase vs. frequency measurement is per-
formed using an AudioPrecision SYS-2722 signal analyzer interfaced with S/PDIF 
signals. Figure 8 illustrates the measured phase delay vs. frequency with and without 
the filter. The resulting system response corresponds to our expected phase variation. 
It can be observed that strong phase variations are occurring around 70, 400 and 7000 
Hz. As group delay is the derivative of phase, these regions are those were the filter 
mostly applies the correction. 

 

 
Figure 8. Phase vs. frequency measurement. Unfiltered signal (green trace) and filtered signal 

(blue trace) 

On the other hand, amplitude in function of frequency stays untouched and meets 
the requirement with less than ±0.02 dBFS variation around the spectrum. With 
32’768 points FFT, the frequency resolution of the implemented filter reaches 2.9 Hz 
which allows precise correction on the whole spectrum. 

4.3 FPGA Resources Usage 

One of our main goals is to fit our design into the smallest possible FPGA in order 
to minimize costs. For doing so we gathered the resource usage report generated by 
the Quartus synthesis and fitting report. The four main resources required are logic 
elements (LE), internal memory and internal DSP. External SDRAM memory is used 
for signal buffering and CPU memory. The first resource to lack when trying to 
choose the smallest FPGA target is the number of LE. The design reaches 80 % of its 
usage as shown in table 2.  

To go further, we examined the resource usage by entity of our design. As shown 
in table 3, the highest consumer of LE is the FFT core, which uses 60% of the design 
total. This clearly indicates that the first entity to be targeted for footprint optimiza-



tion is the FFT core. The one currently used is the Altera Megacore FFT in variable 
streaming mode at 16’384 points. 
 

Table 2. Resources used by the design for 32’768 points FFT using 16’384 points core 

Resource usage Cyclone V SE A7* Cyclone V SX A5 
Logic (ALM) 25'603 (80 %)* 27'691 (66 %) 
Internal memory (kB) 347.75 (68 %)* 369.625 (52 %) 
external memory (kB) 7'894 (8 %)* 7'894 (0.0008 %) 
DSP 37 (43 %)* 37 (33 %) 

 
* The system fits on the Cyclone V SE A7 but is not fully functional. This may be 

because the design fitting is not meeting all timing requirements due to resources 
over-use. FPGA resources cannot be used up to 100% and routing issues can start 
appearing from 70 %. Efforts on fitting parameters such as speed vs. area or manual 
floorplan optimization could resolve timing issues. 

 
Table 3. Resource usage by entity in % comparing to the full design usage for 32’767 point 
FFT using a 16’384 points core; I-Con is the Inter-Connection logic. 

  FFT I-Con DDR3 ACDSP NIOS II 3*SGDMA 2*DMA 
Logic 66 % 8 % 8 % 7 % 3.5 % 2.4 % 1.2 % 
Int. memory 92% 0.3 % 4.8 % <1 % 1 % 1.5 % <1 % 
DSP 28  0  0  4 2 3 0  

5   Conclusions and Further Work 

The work presented in this paper has been validated on an Apologue multiway 
loudspeaker system from Goldmund with a clear improvement on the perceived audio 
quality. This quality perception is completely subjective and it is therefore impossible 
to measure. However, the measured phase vs. frequency validates the desired filter 
response according to psychoacoustic models [2]. On the other hand the initially de-
sired operation constraints in terms of performance, latency, and FPGA resource 
utilization have been fully fulfilled. 

 
Nevertheless several optimizations are still possible in order to improve either the 

performance or reduce the system cost. Increasing the system performance can be 
interesting for pushing the processing audio vector size to 65 or 128 K samples result-
ing in a more accurate group delay correction at low frequencies. A smaller hardware 
footprint is also possible and in most of the cases the same architectural improvement 
that can drive us to increase performance while keeping the same amount of re-
sources, can also be driven to reduce resource utilization without sacrificing perfor-
mance. 

 



As an alternative to Altera Megacore IP, we could use a slower FFT IP core to re-
duce the hardware footprint. This means increasing the throughput latency but our 
design is ready to support it. In slower IPs we find less hardware redundancy because 
some processing steps are realized in a sequential way instead of a parallel one. This 
kind of architecture is not available on Megacore IP and could help the design fitting 
in a smaller FPGA. Such iterative FFT IP cores can be generated online [10]. 

 
Another possible optimization is to augment the level of overlapping. Currently we 

are overlapping 50% between every two consecutive time windows. More overlap-
ping means performing signal chain more often and reducing overall latency. This is 
possible because the signal computation time is more than two time shorter than the 
audio signal input buffering time at 32’768 points. Higher overlapping will allow us 
to perform FFTs on more than 65’536 points while respecting the latency constraint 
of the HDMI standard.  

 
We are currently using a 16K FFT IP core for fragmenting a 32k FFT execution in 

two. In order to reduce FPGA resource utilization, we can still use a smaller FFT IP 
core. In this case we would experience a reduction in performance since we will 
spend some more clock cycles merging again their partial results. This fragmentation 
permits us to tune the tradeoff performance vs cost for fitting the imposed constraints. 
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