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Abstract—FPGAs are often avoided on critical systems due
to their vulnerability to SEU faults induced by radiation on
the circuit. This paper presents a technique for mitigating such
faults on Virtex-5 FPGAs through the use of dynamic partial
reconfiguration. The key idea is to reconfigure the damaged part
of the configuration bitstream in order to repair the bitstream
and, thus, the overlying architecture. For achieving so, we
propose a design flow and a set of tools that permits to manipulate
the bitstream generation. We present an example with an AES
encryption coprocessor which is repaired using this technique.

Index Terms—FPGA, dynamic partial reconfiguration, fault
tolerance.

I. INTRODUCTION

The term “reconfigurable computing” is widely used to refer
to any type of computation implemented on FPGA (Field Pro-
grammable Gate Array) circuits. Nevertheless, reconfigurable
aspects of FPGAs are very rarely exploited, in most cases
they are statically configured, and they end up being a mere
replacement of an ASIC or a prototyping substrate.

Current commercial FPGAs can be partially reconfigured in
a dynamic way. Dynamic partial reconfiguration (DPR) offers
the possibility of retargeting the logical systems implemented
in the FPGA in order to reuse the available configurable
logic for supporting different hardware systems. This feature
allows reducing hardware resources requirements, reducing
cost and power consumption, while enhancing the flexibility
and capabilities of the system in the form of a virtually infinite
number of possible partial configurations to implement on a
device. It is only exploiting these features that we can refer to
real “reconfigurable computing”.

In this paper we present a methodology that exploits
these partial and dynamic reconfiguration capabilities for im-
plementing a fault tolerant architecture framework. Critical
applications must rely on fault-tolerant systems in order to
guarantee an error-free execution since the cost of a system
fault can be paid in terms of millions of euros or, even
worse, in terms of human lives. Several approaches have been
adopted for providing this reliability, like enhanced shielding
for reducing radiation effects, redundant coding, and system-
level redundancy techniques. Although any of these methods
cannot guarantee a 100% fault-tolerant system, each of them
can, at some extent, mitigate faults, and this mitigation can be
largely enhanced when combining several of them.

The work presented in this paper permits to show the high
potential of partially and dynamically reconfigurable circuits
on faults mitigation. This developed prototype proves how the
reconfiguration can be used as a mean for endowing the system
with fault-tolerant mechanisms that will allow repairing faults
on the system architecture.

II. FAULT TOLERANCE BY MEANS OF DYNAMIC PARTIAL
RECONFIGURATION

A. Dynamic partial reconfiguration

FPGA programming is performed by means of a configu-
ration bitstream, which is stored in a configuration memory.
This bitstream contains the configuration information for ev-
ery FPGA’s internal elements: interconnection matrices, LUT
functions, flip-flop’s initial state, etc.

Some FPGAs allow the performing of partial reconfigu-
ration, where a reduced bitstream reconfigures only a given
subset of internal components. DPR is done while the device
is active: certain areas of the device can be reconfigured while
other areas remain operational and unaffected by the repro-
gramming. Unlike a static partial reconfiguration, in DPR the
system execution is not interrupted during the reconfiguration.

DPR has been mainly used for two types of applications:
retargetable computing and adaptive hardware systems.

The main principle behind retargetable computing is to
reuse the configurable resources available on the FPGA in
order to implement different types of computing blocks. It
can be seen as a co-processor that is modified on-demand,
according to the needs of the algorithm at hand. There
are several applications for such type of dynamic architec-
tures on reconfigurable cryptographic coprocessors [2], face
recognition systems [8], and in general several computing
applications where heterogeneous computation is present.

DPR applied to adaptive systems aims to somehow mod-
ify the configuration bitstream in order to adapt to certain
environment features. In [1] and [3] it is presented an
automated methodology that determines on-line the required
configuration bitstream for solving a task.

A third, and much less explored, application of DPR is on
fault tolerant systems, and in the next subsection we present
the current state of the research.



B. Fault tolerance based on DPR

Every electronic digital circuit is constantly exposed to
faults due to Single Event Transient (SET) or Single Event
Upset (SEU), these events can make the system to arrive to
inconsistent states from where it cannot recover. In most cases,
devices can be just reset after a fault, but in some cases the
cost of a system fault can be extremely high and faults must
be avoided. Fault tolerance is thus very important on circuits
used on critical applications like medical equipments, aircraft
or vehicle control systems, and spatial systems.

A common technique to tackle this problem is to use re-
dundant systems for guaranteeing reliability. This redundancy
is expensive since every circuit must be at least replicated
twice, and it is complicated to manage given the required
synchronization among the replicated systems. Several sys-
tems and redundant methodologies are widely used in critical
environment such as aircrafts [10].

FPGA circuits are specially exposed to failures caused
by high-energy radiation given that these faults can induce
changes in data being manipulated or in the configuration
string defining the system architecture [11]. Several ap-
proaches to fault mitigation on FPGAs have been proposed,
each solution have its advantages and disadvantages.

In [4], they use nine redundant FPGAs where all of them
have an identical pin-out, being thus all of them configured
with the same bitstream. This similarity allows to directly
comparing any configuration frame for detecting configuration
errors. Their main drawback, compared to our approach,
is their necessity of replicating the FPGA circuit requiring
in their case, a larger design board implying thus longer
communication buses, which will make the design heavier,
more expensive, and finally more exposed to failures.

Some researches using only one FPGA are based on adding
redundancy to each minimal logic function and adding a
supervisor based on majority evaluation [12]. The major
disadvantage is the difficulty to develop a consisting project,
since the entire system needs to be designed by hand and very
good fault tolerance knowledge is required. Actel proposes a
similar approach by adding some Triple-Module Redundancy
(TMR) blocs embedded in the FPGA architecture [9].

Different research groups have already proposed some fault-
tolerance approaches based on DPR for fixing architectural
failures. The approach presented in [5] uses a single device
for implementing the complete fault-tolerant system. However,
their fault recovery implies to reconfigure a complete func-
tional block of the architecture, which implies a very high
reconfiguration granularity that has a direct impact on the
reconfiguration time required for fixing a failure. In [6] and [7],
they use a single FPGA, but they don’t use redundancy.
Instead, they read the configuration from each frame of the
FPGA and compare it to a value stored on a ROM. This
solution is economic and fine grained, but they can only verify
the architecture integrity. Without redundancy they cannot
verify data integrity, because they cannot compare the results
from different computing units

C. Our approach

Our proposal takes advantage of the best of each of the
previously described works: we use the lowest granularity at
frame level for guaranteeing a fast reconfiguration, we use a
single FPGA for allowing a smaller board (PCB), and we keep
redundancy in order to still allow data failure verification.

One of the key aspects of our approach is focused on
detecting faults through a direct readback and comparison of
the current configuration bitstream. This comparison imposes
hard constraints; in order to make two sections of a configu-
ration bitstream comparable they must be identical not only in
functional terms but also in terms of placement and routing.
For obtaining two identical configuration bitstream sections,
one must guarantee identical placed and routed modules.

The main problem for doing so is that having two equiv-
alent VHDL descriptions of the circuit doesn’t imply having
equivalent relative placement and routing of the components
when implemented in the FPGA, and current tools don’t allow
to generate such equivalent configuration footprint. Section III
explains how to do so.

Our fault repairing is done through a direct replacement
of the damaged block. For doing so, we must know the
configuration bitstream structure in order be able to manipulate
it. With this information we can directly detect a fault on the
architecture by comparing two partial configuration bitstreams
describing two redundant modules of the system. Furthermore,
the fault can be repaired after a comparison with a third
redundant module, followed by a partial reconfiguration of the
faulty module.

Fault detection and recovery is performed outside the FPGA
by a dedicated on-board CPU. This CPU can access the
configuration bitstream of the FPGA via the SelectMAP port.
It may be noticed that a CPLD (or any other logic) may replace
the CPU, and the SelectMAP port may also be replaced by
the Jtag port. The CPU and SelectMAP were chosen because
of their programmability and performance.

The recovered configuration bitstream can also contain the
system state. The system state is mainly given by the state
of registers contained in the CLB slices and the content of
memory blocks.

Given that we can recover architecture configuration and
system state we identify two approaches for repairing faults:

1) Verification of architecture integrity: configuration can
be read from the FPGA in order to be compared with
their corresponding redundant modules. If an architec-
ture error is detected, it is not necessary to reconfigure
the whole block but only the damaged section.

2) Verification of architecture and state integrity: This
second approach allows using the system configuration
readback, in order to verify both architectural and state
integrity.

The second approach is more powerful that the first one
because it allows to verify architecture and data; however, it
has a higher cost on the performance of the system.



III. CONSTRAINING PLACEMENT & ROUTING

There is a critical constraint concerning placement and
routing that must be met in order to allow the fault replication
above described in subsection II-C. In this section we describe
the design flow used to create a partially reconfigurable (PR)
project project with two (or more) relatively identical recon-
figurable modules (RMs). By ”identical”, we mean that the
modules have the exact same behavior, that they are located in
relatively identical partitions (same size, same type of blocks
that are organized identically) and that they have relatively
identical logical and physical interfaces.

This will allow to make a hot copy of one of the modules
and then paste it to a second partition. Modules are thus
relocatable.

A. Dynamic partial reconfiguration design flow

Current design flow proposed by Xilinx doesn’t permit to do
so. There are several routing issues performed automatically
that prevents a reconfigurable module to be relocated. A first
issue is the interface with external components, routing from
and to a dynamically reconfigurable module is performed in an
automatic manner and there is no procedure to impose routing
constraints following the design flow proposed by Xilinx. A
second big issue is to prevent static nets to be routed across
dynamic modules. Such crossing will generate malfunctions
on the static part of the system, after module relocation.

We begin by following the standard design flow for a
reconfigurable system:

• Create the reconfigurable modules - RM -(in our case,
only one) using an HDL entry and synthesize it.

• Create the top level module, containing RMs and static
logic, and synthesize with RMs as empty black boxes. In
our case, the top level contains three times the same RM.

• Create a new partially reconfigurable project in PlanA-
head: import the netlist of the top level module, create a
reconfigurable partition (RP) for each RM instantiation
(in our case, three RPs), implement the design, and
generate the bitstream.

We end up with a partially reconfigurable design without
relocatable modules.

B. Forcing identical interfaces

Our approach here is to force the RMs IOs to enter and leave
the RP at a specific location just next to the RP boundary.
Then, we force them to pass through a neighboring CLB,
just on the other side of the RP boundary. This increases the
chances for the routes in the 2 RPs to be relatively identical.

Inside the RP, we can achieve such a task using partition
pins (PP) constraints. We have to specify in which slice we
want the signals to enter and leave the RP. For example, for
an RM signal called mySignal in an RM called RM0, a PP
constraint will look like this :

PIN "RM0.mySignal" LOC = SLICE_X13Y52;

To force the signals to pass through a CLB outside the RP,
we use a hard-macro that we call “connector macro”. This

Fig. 1. FPGA Editor view : Interface based on a connector macro

macro uses all 8 LUTs in both slices of a CLB. LUTs are
just forwarding a signal value through it. So this macro can
be seen as a connector for 8 signals as depicted in figure 1.

Up to here we can force the placement of a source LUT
and a destination LUT, if they are close enough there are good
chances that routing will always be the same, but it cannot be
guaranteed. Because of this we have also to include directed
routing (DIRT) constraints. DIRT constraints are useful when
a designer wants to keep a part of the routed design identical
for future implementations. In FPGA Editor, there is a tool to
generate DIRT constraints for some selected routed nets. These
constraints can then be appended to the design constraint file
and be used for further implementations.

In this work, we use DIRT constraints to ensure that our
three RPs have the same physical interfaces. The idea is to
generate DIRT constraints for every IOs of each RP. We can
then replace the constraints of the second and third RP by the
ones of the first RP using a mask that will preserve parameters
related to the net name and the location on the FPGA grid.

DIRT constraints are not supposed to be human readable,
and there is no documentation describing how these constraints
are structured. However, we have to modify these constraints
in order to make RP interfaces identical among them.

For a net named RM0_a, a DIRT constraint looks like this:

NET "RM0_a"
ROUTE="{3;1;5vsx50tff1136;c80028ed!-1;
-97400;128880;S!0;-843;-536!1;1008;"
"-468!2;3144;964!3;843;288;L!}";

Here is the meaning of some of the parameters:
• (3;1) Unknown. However, it always keeps this value.
• (5vsx50tff1136) Device name
• (c80028ed!-1) Arbitrary value that changes every

time the constraint is generated.
• (-97400) Horizontal coordinate on the FPGA array.
• (128880) Vertical coordinate on the FPGA array
• The rest of the parameters describe the relative route.
For the relocatable module implementation, we will be inter-

ested in modifying only the horizontal and vertical coordinates
of the net.

For example, if we have two nets called RM0_a (the same
above) and RM1_a entering two different RMs, and these nets
makes the link between the connector macro and the CLB
inside the RP. We want them to be routed identically.

Now let’s say we generate a DIRT constraint for these nets
after an automatic routing and the result for RM1_a:



NET "RM1_a"
ROUTE="{3;1;5vsx50tff1136;831bcf96!-1;
-97400;-66728;S!0;-843;-728!1;1000;"
"-480!2;3152;928!3;843;120;L!}";

We can observe that the routes for RM0_a and RM1_a are
not identical. The parameters of interest are the ones after
the vertical coordinate parameter: (128880) for the first
constraint, and (-66728) for the second one.
We can just replace the parameters defining the routing of
RM1_a by the ones of RM0_a and we obtain:

NET "RM1_a"
ROUTE="{3;1;5vsx50tff1136;831bcf96!-1;
-97400;-66728;S!0;-843;-536!1;1008;"
"-468!2;3144;964!3;843;288;L!}";

After re-implementing the design, the two nets now have
the exact same route! But modules are still not relocatable
because static routes can cross RPs.

C. Preventing static logic nets to cross RPs

The last thing we need for the modules to be relocatable is
to prevent nets from the static design to cross RPs. For dealing
with such problem we have explored three solutions.

The use of routing constraints was our first unsuccessful
approach. There is no constraint preventing a net to use a given
routing resource. For Virtex II devices, a constraint called
CONFIG_PROHIBIT was available at CLB level which al-
lowed to prohibit the use of the corresponding interconnection
matrix. For Virtex V devices, this constraint is still available
but not at CLB level anymore.

Our second unsuccessful approach was to use a blocker-
macro: a hard-macro placed in the RP using all the routing
resources available. The static logic would be thus forced
to use other routing resources different than those contained
in the blocker macro. After implementation, we could then
replace the blocker-macro by the actual RMs. Unfortunately,
we didn’t manage to obtain a completely inaccessible macro.

Our third approach was to use RapidSmith, a java API for
XDL design modifications such as placement and routing [14].
XDL (Xilinx Design Language) is a Xilinx proprietary lan-
guage that describes FPGA devices and designs in text format.

An .xdl file describes a placed and routed design as a hu-
man readable description. It contains module, design, instance,
and net information. An .xdlrc file contains a description of
all resources available for a specific device, with a description
of all logic sites, pips, etc. Using RapidSmith, designers can
import XDL/NCD, manipulate, place, route and export designs
back to XDL. Designers can make a variety of possible design
transformations using the RapidSmith framework.

In our case, we first want to detect signals from the static
design that are crossing RPs. Once a design is loaded with
RapidSmith, all the design elements, such as modules, nets
or pips, are available as java objects. We can easily loop
trough these elements and modify some of their attributes
when needed.

First, we loop through the list of all routed nets from the
static design, except for the ones that are part of the RMs or
part of their interfaces. For each net, we can get the list of all
PIPs used to route the net. A PIP is equivalent to a physical
single wire in the FPGA. Actually, a PIP is only part of a
wire. Indeed, for the same physical wire, the PIP name will
change as the wire moves from tile to tile.

For each PIP, we can get the tile in which it is located. If we
found nets that have PIPs located inside our RPs, we simply
unroute them, by removing all PIPs from the net object. We
then add the net to our “net to reroute” list.

With the help of the .xdlrc device description file, we
can get a list of all available PIPs in a device. Knowing this,
a router can be built using RapidSmith interface.

The basic router provided by RapidSmith takes as input
an unrouted design. At this point, each net is described by
a source pin or one and more sink pins. The router knows
from the XDLRC file all the pips connected to the source
pin. Starting from the source pin, the router will then browse
through all unused PIPs in the device, until it finds a route to
each sink pin.

In our case, we only need to route a few signals from the
design. After slightly modifying the router source code, the
router is now able to reroute correctly signals that were marked
in the detection phase described in previous section. Here is
how the router works:

• Takes a design as input with a list of unrouted nets, and
coordinates of the RPs.

• Browse all routed nets in the design, and mark the PIPs
forming these nets as used.

• Route each unrouted net with a “maze algorithm”
– If the router visits a PIP that is located in our

prohibited area, mark the PIP as used and tell the
router to go back

After passing the design through the detection and rerouting
phases, RPs are now perfectly isolated from the static design
routing, and RMs’ interfaces remains relatively identical.

Reconfigurable modules are now relocatable!

IV. BITSTREAM MANIPULATION TOOLS

We have developed a set of tools in order to perform the
bitstream manipulations required to generate the relocatable
partial bitstreams. Some tools run on a PC at design-time,
and some others run on the ARM processor at run-time. For
understanding their functioning we will briefly describe the
Virtex-5 configuration bitstream.

A. Virtex-5 Configuration bitstream

The configuration bitstream is composed of a header con-
taining configuration commands, and the configuration data
determining the architecture to be mapped on the FPGA.

1) Header: A detailed description of the bitstream header
for a complete static configuration can be found in the chapter
6 of [13]. This header permits to write on the FPGA config-
uration registers. These registers control the complete config-



TABLE I
FRAME ADDRESSING

Bits Name Description
31..24 - unused
23..21 Block Type 0 → logic, 1 → BRAM cont.
20 top/bottom 0 → top, 1 → bottom
19..15 row number of row
14..7 major address number of column
6..0 minor address frame in the column

uration process and provide the possibility of enabling and
disabling different configuration options as detailed in [13].

2) Configuration data: Concerning the bitstream organi-
zation, the FPGA architecture is decomposed by rows and
columns. There are 5 types of columns, the type of a column
is given by its constituting components. These types are: CLB,
BRAM, DSP, I/0, and Clock distribution columns.

The configuration data is decomposed by frames. A frame is
the smallest addressable section on a configuration bitstream.
Each type of column is configured by a given number of
frames. The number of frames for configuring each type of
column is:

CLB: 36
BRAM: 30
DSP: 28
I/O: 54
clk distribution: 4

A frame can configure a column of a given height. Indepen-
dently of the FPGA size, in Virtex 5 families a frame has a
length of 41 words (41× 32 bits = 1312 bits). A single frame
height defines the height of a row. In Virtex-5 devices a row
height is defined as 20 CLBs.

For instance, a Virtex-5 5vsx50tff1136 is composed of an
array of 34 × 120 CLBs. From the configuration bitstream
point of view it is decomposed in 6 rows (120 CLBs/20) and
34 CLB columns.

3) Addressing: A configuration register of particular in-
terest for the work presented in this paper is the frame
address register (FAR), which permits to address a specific
configuration frame of the FPGA.

The configuration bits can be independently addressed by
correctly setting the Frame Address Register (FAR). Each
frame is independently addressable by selecting its respective
row, column, and position in this column. The FAR is a
32-bits register which is decomposed as illustrated on table I

B. Partial bitstream generator - partial bitgen

The partial bitgen tool permits to generate a partial bit-
stream from a complete bitstream. It is executed at design-time
after a complete bitstream generation using Xilinx design tools
(either ISE or Planahead).

If the generated bitstream respects the placement and rout-
ing constraints explained in section III, the partial bitgen tool
can generate partial relocated bitstreams. It is called with the
command line:

partial_bitgen complete.bit partial.bit
TB_s Row_s Col_s size TB_t Row_t Col_t.

The arguments permit to generate a partial bitstream by
addressing the initial frame of the block to copy (i.e. the source
identified by the suffix _s), the size expressed in number
of columns to copy, and the target location of the generated
partial bitstream (suffix _t). The addressing of the block to
copy is expressed with TBs, Row, and Col, which determines
the address of the first frame to copy as detailed in the previous
subsection.

For instance the command:

partial_bitgen complete.bit partial.bit
T 2 3 4 B 0 3

will generate a partial bitstream called partial.bit containing
the logic that was originally placed on the row 2 of the top
part of the FPGA at the 3rd column. From there it will select
4 columns. The generated bitstream will be placed on the row
0 at the bottom of the FPGA on the same column.

Moreover, if any BRAM block is contained in these columns
the tools also generated the BRAM content by addressing the
corresponding block type as described in table I.

C. Partial bitstream copy and paste

The same operation described above can also be performed
on run-time. By following the same principle that the above
described procedure, this tool permits to read a partial bit-
stream from the FPGA and write it back to the FPGA into a
different location. The main difference with the partial bitgen
tool is that the initial bitstream is directly read from the FPGA
and not from the .bit file.

This copy-paste procedure offers an enhanced reconfig-
uration flexilibility since it enables computing units to be
relocated at run-time in any other location on the FPGA fabric.

This command can be called through the following com-
mand line:

redtop -R -i 0,2,3 -o 1,0,3 -c 4

where -R is the command for partial reconfiguration action.
It needs the source -i FA and destination -o FA position,
where FA is the frame address information in format h,r,m,
where h is the top or bottom half of the FPGA, r is the row
number, and m is the column number. In this example, it will
copy the column 3 of the top row 2, to the bottom row 0 of
the same column.

As described above, if any BRAM is contained in these
columns BRAM contents are also copied. BRAM copying
constitutes a very tricky issue because BRAM contents can
be corrupted during configuration readback unless one can
guarantee that the write enable of the BRAM is not enabled.

In its current state, the copy-paste tool can copy BRAM
contents when BRAM is used as a ROM memory. Copying a
BRAM that allows writing will require to disable the writing
before performing the copy.

To write the correct data to the BRAM contents, a mask
is used to prevent false writing. This mask has been found
manually until the correct behavior of the write process.



Fig. 2. Simplified bloc diagram of the complete experimental setup.

Another interesting aspect of the run-time copy-paste tool is
to provide the possibility to read the current state of the module
to be copied (flip-flop states), and reinsert it in the pasted
module as described in subsection II-C. This feature enables
the possibility of migrating computing tasks by keeping their
state, and in the fault tolerance case it permits to recover the
last stable state of the system. This feature is still not enabled
in our tools and it is a work in progress.

V. EXPERIMENTAL SETUP

For our experimental setup we used a board containing an
Xscale PXA320 ARM processor running GNU-Linux oper-
ating system, a Virtex-5 5vsx50tff1136 FPGA, and a CPLD
which is directly connected to the SelectMAP port of the
FPGA. Figure 2 depicts the system architecture. The ARM
processor can access the FPGA as a hardware coprocessor and
the CPLD in order to read or write the configuration bitstream
of the FPGA.

The FPGA contains three modules with an AES relocatable
coprocessor. On startup the ARM processor must perform a
copy of one of the modules to the two remaining ones by
using the copy-paste tool described in subsection IV-C. This
guarantees that the three modules are identical.

Afterwards, the ARM processor performs 3 independent
tasks:

1) It runs an application that makes use of the FPGA: an
image is encrypted with the AES hardware accelerator
implemented on the FPGA and sent to a remote server
via Ethernet.

2) It constantly performs a fault detection by accessing
the configuration bitstream of the FPGA via the CPLD
having access to the SelectMAP port. Once a fault
is detected it can be repairing by configuring only
the faulty frame. The fault repairing is equivalent to
performing a copy paste on a single configuration frame.
It is thus a more fine grained partial reconfiguration that
the complete copy paste of the entire module.

3) It emulates faults by injecting faulty frames in the
configuration bitstream. This process is completely in-
dependent and asynchronous of the previous one. The
goal is to validate the fault recovery mechanism.

VI. CONCLUSIONS

This paper presents a methodology for implementing a triple
module redundancy system able to mitigate faults on FPGA

systems due to SEU. Performing direct configuration bitstream
comparison between three blocks implemented on an FPGA
permits to correct faults on the architecture implemented on
the FPGA fabric, but also imposes a set of constraints to meet
in order to make the systems identical at configuration level.

For doing so, we proposed a complete design flow that
permits to build relocatable partially reconfigurable modules,
which is a feature that is not supported by current commercial
tools. Moreover, we developed a set of tools that permit to
manipulate partial bitstream in order to perform fine and coarse
grained system modifications from an on-board CPU.

Further work is the removal of static logic on our FPGA,
which remains a critical weakness concerning fault tolerance
since it is not redundant, and to provide the possibility to
restore from faults on data (on flip-flop contents), in addition
to the current restoring from faults on the architecture.
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